
Stage II. Latent Conditional Diffusion with Disentangled Spatial-Spectral Conditioning

Stage I. Single-Channel VAE Pretraining for Compact Latent Space
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